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Abstract

Deep reinforcement learning (DRL) has proven to be an effective, general-purpose technology to
develop ‘good’ replenishment policies in inventory management. We show how transfer learning from
existing, well-performing heuristics may stabilize the training process and improve the performance
of DRL in inventory control. While the idea is general, we specifically implement potential-based
reward shaping to a deep Q-network algorithm to manage inventory of perishable goods that, cursed
by dimensionality, has proven to be notoriously complex. The application of our approach may not
only improve inventory cost performance and reduce computational effort, the increased training
stability may also help to gain trust in the policies obtained by black box DRL algorithms.
Keywords: Inventory, Perishable inventory management, Deep reinforcement learning, Reward

shaping, Transfer learning

1. Introduction

Deep reinforcement learning (DRL) is a subbranch of machine learning that makes use of ar-
tificial neural networks to find policies for sequential decision-making problems. By formulating
the problem as a Markov Decision Process (MDP), the neural nets serve as approximators of the
corresponding value or policy functions. A DRL agent ‘learns’ these value or policy functions by
simulating actions, interacting with the environment and incurring rewards. This is referred to as
the training process of the neural network. Despite the fact that it does not guarantee an optimal
solution to the MDP, this learning-by-doing method circumvents the curse of dimensionality that

plagues exact methods such as dynamic programming.
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DRL gained popularity due to a number of recent successes to find winning policies in (computer)
games. Notable milestones include mastering seven Atari 2600 games (Mnih et al., [2015); the victory
of the DRL algorithm AlphaGo over former world champion Lee Sedol in the complex game of GO
(Silver et al., [2016); the creation of AlphaZero, a better and more general-purpose algorithm than
AlphaGo (Silver et al., 2018); and the development of MuZero, achieving superior performance in
GO while also excelling in other games like chess by learning the rules of the game while training
(Schrittwieser et al.,|2020)). The superhuman performance on these games provided a stepping stone
for DRL applications in other fields, ranging from robotics (Haarnoja et al., 2019) to autonomous
vehicles (Kiran et al., [2021)).

Inspired by these success stories, DRL has also found its way to inventory control. It provides
a numerical and approximate method to solve complex inventory problems for which no analytical
solution exists to date, or for which exact numerical methods such as value iteration quickly become
intractable (Boute et al., 2021). |Oroojlooyjadid et al| (2020) demonstrate that a deep Q-network
(DQN) can find near-optimal policies for the well-known beer distribution game. Gijsbrechts et al.
(2020) use the Asynchronous Advantage Actor Critic (A3C) algorithm and show that it is able
to develop near-optimal policies for three classic inventory problems: dual sourcing, lost sales and
multi-echelon inventory management. [Vanvuchelen et al.| (2020) use proximal policy optimization
(PPO) to tackle the joint replenishment problem, showing that the algorithm approaches the optimal
policy structure and occasionally outperforms other well-performing heuristics.

One of DRL’s shortcomings is its sample inefficiency: a vast amount of simulation experience is
needed until the network starts developing reasonable policies. This comes at a high computational
cost (Thompson et al., |2020). For instance, the hardware requirements needed to train AlphaGo
Zero (a newer version of AlphaGo), cost around 25 million USD (Silver et al., 2017; |Gibney, 2017)).
One way to learn more efficiently is to drop the conviction that a DRL algorithm should learn from
scratch. Instead, one could incorporate domain knowledge embedded in well-performing heuristic
policies into the training algorithm. After all, the inventory field contains a vast amount of domain
knowledge thanks to decades of research. Current DRL approaches in inventory management do
not yet tap into this pool of knowledge; instead they primarily focus on the strength of DRL as
a general-purpose technology. We add to this research stream by demonstrating that analytical
results can be instrumental to improve the performance of DRL, thereby making further advances
to the use of DRL in inventory control.

Transfer learning is a machine learning method that starts training from prior knowledge instead



of learning from scratch. Most transfer learning algorithms transfer low-level knowledge, like value
functions or the weights of a neural net, by exploiting pre-trained neural networks that were used
for a similar problem. Policy transfer methods use knowledge from other ‘teacher’ policies. One
way to do so is to manipulate the rewards, which an RL agent observes while learning a good policy,
based on the teacher policy. The technique of manipulating rewards is referred to as reward shaping
(Skinner, 1938). Whereas reward shaping is typically used to tackle sparse reward signals, we use
reward shaping for policy transfer to encourage a DRL agent to learn from a teacher heuristic. When
the DRL agent takes a certain action and the system transitions to a new state, it gives rise to a
reward, which we modify based on the recommended action of a teacher heuristic. This incentivizes
the agent to act similar compared to the action proposed by the teacher. We conceptualize the
resulting agent-environment interaction under reward shaping in Figure [I]

To illustrate: consider a large grid world with obstacles in which a DRL agent gets a reward
if it reaches the upper most right corner. Suppose that we know a good, not necessarily optimal,
route to reach the target and use this route as the teacher policy. By positively rewarding actions
corresponding to this teacher policy, we can not only speed up the learning process, but also
potentially learn better policies. Alternatively, one can also manipulate the rewards negatively
when the agent deviates from the teacher policy. [Brys et al. (2015) show in small experiments how
reward shaping in reinforcement learning can extract knowledge embedded in a teacher policy, as
long as the agent does not get distracted from its main goal. Indeed, it is important that the optimal
policy of the modified MDP, by changing its rewards, remains identical to the optimal policy of the
original MDP, a condition called policy invariance. Ng et al.| (1999)) introduce potential-based reward
shaping as a necessary and sufficient condition to achieve policy invariance. Although theoretical
proofs do not yet exist (and may not even be possible to obtain) when neural nets are used to
approximate the value function, our numerical results empirically suggest that policy invariance
properties under potential-based reward shaping are also maintained under deep reinforcement
learning. We will further elaborate on potential-based reward shaping in Section

In this paper we demonstrate how potential-based reward shaping can be used to leverage
domain knowledge embedded in heuristic inventory policies to improve the learning process of DRL
for inventory control. While this has many potential applications, we implement this technique
on the inventory management of perishable goods, for which the optimal policy is intractable. We
use two teacher policies to shape the rewards in a deep Q-learning (DQN) algorithm: (1) the

celebrated base-stock policy that, despite being sub-optimal, is widely used in practice thanks to its
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Figure 1: Agent-environment interaction in reinforcement learning using a teacher to shape rewards. The dashed
lines show the interactions that differ from regular reinforcement learning. FEach time step, an agent, in this case a
DQN, observes a state and takes a certain action based on that. The next time step, given that action, the system
transitions to a new state and a reward is generated. The reward observed by the agent is manipulated by a teacher

that gives feedback on the action taken.

simplicity; and (2) a modified base-stock policy with estimates of waste (BSP-low-EW), the best-
known heuristic to date for perishable goods inventory management (Haijema and Minner] [2019).
Our numerical study shows that this reward-shaping technique can improve performance compared
to a DQN without reward shaping. When the teacher policy outperforms the ‘unshaped’ DQN (and
when the optimality gaps are not negligibly small), the shaped DQN can also surpass its teacher’s
performance. When the teacher is inferior compared to unshaped DQN, reward shaping does not
improve policy performance obtained by DQN. However, even with a relatively poor teacher, we
observe that reward shaping results in more efficient learning per training episode, especially in the
first part of the training process. Thus, less training episodes (and thus less computational effort)
will be needed to achieve the same performance level when using reward shaping. Furthermore,
we find that shaping makes a DRL model more robust with respect to the used hyperparameters:
we observe that when a good teacher policy is available, policies tend to converge more easily
to reasonably good policies compared to unshaped models without tuning. Lastly, we observe
that reward shaping stabilizes the training process. That is, the average cost performance and its
variability are substantially lower when reward shaping is used. This may increase the trust in DRL

algorithms to obtain reliable performance.



Note that our transfer learning approach is different from the one of |Oroojlooyjadid et al.
(2020). They use a pre-trained neural network to speed up learning. In contrast, we transfer
knowledge from existing heuristic policies that are known to perform (reasonably) well. It shows
how analytical results can benefit numerical methods by potentially improving performance as well
as stabilizing and accelerating the training process. Furthermore, we provide a visual analysis of
different heuristics and policies found by the (shaped) DQN which may spur follow-up research
to develop new heuristic policies, hence benefiting the perishable inventory community. Lastly,
we contribute by providing an application of potential-based reward shaping in deep RL. As most
applications are limited to mere RL, we thus expand the boundaries of potential-based reward
shaping, which may stimulate more methodological (convergence) proofs—although this may be
tedious or even impossible.

From a practical point of view, we believe that our work may support the introduction of DRL in
companies to improve their inventory practices by employing the currently used policies as teachers.
Compared to unshaped DRL, shaping can lead to computational savings, a potential decrease in
replenishment costs, and a model that is less dependent on tuning. Moreover, the use of known
policies as teachers and the resulting increase in stability may help companies to gain trust in the
policies obtained by the black box DRL algorithms.

While we only consider the conventional perishable inventory problem, we believe our results
extend to other inventory management problems, or operations at large, where good heuristics
are available. For instance, the fact that our approach continues to work well for longer product
lifetimes hints at good performance in non-perishable inventory management. We leave extensions

to other problem settings (such as including non-stationarity) for future research.

2. A review of perishable inventory models

As defined by |Nahmias| (2011): “A perishable good is a product that has constant utility up until
an expiration date, after which its utility drops to zero.” The complexity of a product’s perishability
renders its optimal inventory management notoriously difficult. Indeed, the optimal replenishment
policy is a complex function of both the inventory position and the age distribution of the inventory.
Consequently, even under a stringent zero lead time assumption, finding the optimal replenishment
policy requires the solution of an (m — 1)-dimensional dynamic program, with m being the lifetime
of the perishable good. Interestingly, this is the case both when considering backlogging and lost

sales (Nahmias, [1975b; [Fries, 1975). Solving this dynamic program with traditional approaches



like value or policy iteration quickly becomes intractable for increasing values of m, a phenomenon
which is referred to as the curse of dimensionality (Bellman, 1957).

For positive lead times, L > 0, finding the optimal replenishment policy becomes even more chal-
lenging as the optimal order quantity then not only depends on the m-dimensional age distribution
of the inventory on hand, but also on the (L — 1)-dimensional vector of units in transit. Deriving
the optimal solution thus boils down to solving a dynamic program with an (m+ L — 1)-dimensional
state space—a computational agony (Williams and Patuwo, [1999; Haijema and Minner} 2019).

There are a number of asymptotic cases of m for which the optimal inventory policy is known.
When m = 1, the problem effectively reduces to a one-period problem for which a newsvendor solu-
tion is optimal. |Bulinskaya, (1964) shows that the optimal order quantity is in this case independent
of the orders in transit. When m = oo, the problem reduces to a non-perishable one. Assuming
zero lead time, we know that the base-stock policy, which orders up to a certain level S whenever
inventory falls below this level, is optimal, both under a backlogging and lost sales assumption
(Arrow et al., [1951). [Bu et al. (2020)) reinforce this by presenting a decreasing optimality gap of
the base-stock policy for increasing m. When there is a positive lead time, the optimal policy for a
backlogging system (without perishability) remains a base-stock policy, but it becomes a complex
function of the units in transit under lost sales (Karlin and Scarf], 1958).

The complexity of the optimal policy stimulated research on approximate ordering policies.
With a simulation study, Nahmias| (1975a)) finds that the base-stock policy is a good heuristic as it
performs reasonably well and is easy to implement. We confirm these findings, but find that DRL
easily outperforms a base-stock policy, even in the absence of reward shaping. |Cohen| (1976) and
Chazan and Gal (1977) extend the results of Nahmias| (1975a) by deriving the optimal order-up-to
level analytically. Haijema, (2013) adjusts the well-performing base-stock policy by introducing an
extra parameter that caps the number of units that can be ordered. The capped base-stock policy
performs better because it diminishes the expected cost of perishing.

As conventional base-stock policies only consider the inventory position and ignore the age of
units in stock and transit, a number of modified base-stock policies have been proposed that include
some notion of age distribution. Haijema et al. (2007) divide the inventory in new and old items
depending on a parameter, and use two order-up-to levels: one for the total inventory and one for
new inventory. A similar approach is taken by Duan and Liao (2013). They introduce an old-to-new
inventory ratio and adjust the order depending on the relative position of this ratio compared to

a threshold parameter. Haijema and Minner| (2019)) express the difference between old and new



inventory by weighing the units in each age category and using this weighted inventory in a classic
base-stock policy. Broekmeulen and van Donselaar| (2009) add estimated waste calculations to reach
the desired inventory position when a positive lead time is present. The estimated waste is equal
to the number of units in inventory that are expected to perish during the lead time, assuming
mean demand in every period. |Haijema and Minner (2019)) exploit this idea by adding estimated
waste calculations to a variety of modified base-stock policies. Such forward looking policies that
consider estimated waste perform well. However, they are computationally more intensive compared
to simple base-stock type policies, as they require to solve a recursion in every period.

In a large simulation study, |Haijema and Minner| (2019)) introduce a modified base-stock policy
with estimated waste, and crown this new policy, called BSP-low-EW, the best performing heuristic
in practically all settings considered. This policy uses two order-up-to levels, S; and S, depending
on the inventory position, 1, relative to a threshold, b. The order placed in period ¢, ¢;, under a

BSP-low-EW policy is defined by:

[S1—ays + EWy|T y <b
qt =
[So —yi + EWYT y >b,

with:

Sy — 8
and EW; the estimated waste during lead time at time ¢, assuming the demand in every period is
deterministic, equal to the mean.

A specific aspect of perishable inventory systems is the issuing policy. As the optimal replen-
ishment policy is a function of the units at different age levels, it matters which items are sold first.
The two extreme examples are: sell the oldest items first, referred to as first-in-first-out (FIFO), or
sell the youngest items first, referred to as last-in-first-out (LIFO). Pierskalla and Roach|(1972)) have
shown that FIFO outperforms LIFO by large. Intuitively, this is because FIFO reduces the number
of units that will perish soon, which is in the interest of reduced perishability costs. However, the
decision between picking the youngest or oldest item is typically made by the consumer, who tends
to follow a LIFO issuing policy, especially when the expiration date is known (Cohen and Pekelman)
1978]). We have tested both issuing policies in our paper. Our numerical results confirm the findings
of |[Pierskalla and Roach| (1972).

We will use both the conventional base-stock (given its wide use) and the BSP-low-EW policy

(the best heuristic to date) as teacher policies to improve the performance of our DRL algorithm. We



will also use these policies to benchmark the performance of DRL. We contribute to the (perishable)
inventory literature by showing how existing teacher policies can improve the (learning) performance
of DRL to develop better replenishment policies. We also analyze the structure of the different

heuristic policies, which may inspire further research to develop new heuristic policies.

3. Model formulation

We consider a periodic-review, single item, single echelon, perishable inventory problem with
stochastic demand and a fixed, known, positive lead time L. We assume unmet demand is lost and
each item has a fixed, known lifetime m. We consider both FIFO and LIFO issuing policies.

Each period ¢, we decide on the number of units to order, ¢, after having observed the inventory
on-hand I; = (q:—r = 11,12, ...,%m) and the orders in transit Q¢ = (g:—1, ¢t—2, ..., ¢t—1.—1), With i; the
units in inventory of age j € {1,2,...,m}. The order placed at time ¢ — L is added to the inventory
at the beginning of period t. The pipeline vector transitions by ‘shifting’ the orders as follows:
Qi+1 = (¢, qt—1,9—2, -, @t—1,—2). The inventory on hand evolves based on the demand observed in
period ¢, d;, and the issuing policy (FIFO or LIFO). Let i;; be the units in inventory of age j at
time t. Assuming a FIFO-issuing policy and lost demand, the inventory vector in the next time

step Ir+1 = (41,441, 92,441, ---» im,¢+1) is described by:

+

m
bigyl = tj—1¢ — |[dy — E Ukt vV j=23,..,m.
k=j

Assuming a LIFO-issuing policy, the inventory vector transitions according to:

j—1 +
b+l = -1t — [dt - Zik,t] Vo j=23,..,m.
k=1

For j =1 we get, independent of the issuing policy:

11441 = Gt—L—1-

We can formalize this inventory problem as an MDP with state s; = (Q, I;) and action a; = g;.
The state space S is thus (m + L — 1)-dimensional and the finite action space is one-dimensional,
described by the set of feasible order quantities A = {0,1,2, ..., ¢maz }, With @mee the maximum
order quantity. Positive left-over inventory at the end of the period incurs a positive unit holding

cost (cp), order costs are linear with a per unit ordering cost (¢,), unmet demand is lost incurring



a per unit lost sales penalty (¢;) and units that perish incur a per unit cost of perishing (c,). The

cost incurred at time step ¢, when taking action a; in state s¢, can thus be defined as:

+
+ ¢

+

+ Cp€t,

m

Zik,t —di — ¢

k=1

m

dy — Z Ut

k=1

ce(St, ar) = coar + cp

with € = [im+ — di]T the number of units that perish in period ¢, and [-]* = max|0, -] the positive
part operator.

The goal is to find a policy 7 : S — A, mapping each state to an action, that minimizes the
expected discounted value of future costs. The value function of being in state s; following policy

7 is equal to the expected discounted value of future costs:

V(s) =E

o0
ka0t+k(5t+k, at+k|at+k ~ W(5t+k))] )
k=0

with 0 < v < 1 the discount factor. The value function of the current state s; is recursively related
to the value function of the next state s;11. By solving the well-known Bellman equations (Bellman),

1957)), the optimal value function can be found for each state:

V*(si) = min [Efer(se,an] +7 Y [Blsralsya)V*(sea)] |
at
5t+1€S

where P(sy41]s¢, ar) is the probability of ending up in state s;11 after taking action a; in state s;.

Analogously, one can define the optimal Q-value of each state-action pair as follows:

Q" (st,at) = Elee(st, ar)] + miélA E [P(3t+1|5t7at)Q(3t+1aat—l—l) , (1)
at41
St+1€S

which is dependent on state and action and only differs in the first element from the value function.

The optimal policy 7*(s) is then easily obtained from these Q-values:

7 (s) = argmin Q*(s, a).
acA

DQN circumvents the curse of dimensionality, specific to dynamic programming methods, by
approximating the optimal Q-values with an artificial neural network (Mnih et al., [2015). We will
apply this method to the perishable inventory problem described above. Because it is conventional
in computer science literature to ‘maximize rewards’ instead of ‘minimizing costs’ in inventory

management, we will define the reward as the negation of the cost. We will also formulate the



reward function as a function of s;, a; and sy41, instead of using a reward function based only on
current state s; and action a;. This aligns our notation with the notation commonly used in the

reward shaping literature.

4. Policy transfer in DQN using reward shaping

4.1. Deep Q-network (DQN)

DQN approximates the optimal Q-values with a neural network by simulating experience and
updating the neural network’s weights using this simulation experience (Mnih et al., 2015). In
essence, a neural network is a powerful function operator, consisting of several layers which each
contain a number of nodes and activation functions. We refer to Boute et al| (2021) for a more
extensive discussion of the use of neural networks for inventory control, but merely state here that
a neural network produces an output (in the output layer) based on an input (fed to the input
layer) and the weights of the connections between the nodes of two adjacent (hidden) layers. The
neural network(s) form the core of the DQN algorithm: they convert any state (input) into its
set of Q-values for different actions (output). We denote Q(s,a;0) as the output of the neural
network, with 6 the weights of the neural network. The objective of the DQN algorithm is to find
the parameter set 6 that minimizes the error between its approximations of the Q-values, Q(s, a;0),
and the optimal ones, Q*(s,a), as defined in (1.

Since the neural network outputs Q-value estimates for each state, the size of the input layer
is equal to the dimension of the state space; in our case, the (m + L — 1)-dimensional inventory
vector. The size of the output layer equals the size (not the dimension) of the action space. The
neural network improves its approximations of the optimal Q-values by collecting experiences and
replaying them, a mechanism called experience replay. As the agent takes an action a; in state s,
resulting in an immediate reward r; and a next state s;41, an experience is created, formally defined
as e; = (sy,a, Se+1,7¢). This experience is stored in a replay buffer, B, = {e;—nr, et—nrs1, .-y €1},
which keeps track of the last M experiences and discards older ones. After a fixed number of K
experiences are collected, a random sample of N experiences is uniformly drawn from By, x and
stored in a mini batch (note that M, K and N can be tuned by the user to optimize performance).
This sampled set of N experiences is used to update the weights of the neural network to minimize
the loss by applying a gradient descent update using the well-known Adam optimizer (Kingma and

Ba, [2017)). The total loss at iteration i is defined as:

10



Li(0) = >

2
[Tt + 723¥Q(St+1,at+1; 9;)] - Q(St,at;9i)] ; (2)
e~U(B)

with e ~ U(B) denoting that N experiences are drawn uniformly from the replay buffer B; 6;
the weights of the neural network at iteration i; and 6, the weights of the target network. A
target network is an additional neural network of which the weights are not updated during every
training iteration. Instead, they are updated every 7 training episodes by putting them equal
to the main network’s weights at that specific training iteration. The target network estimates
the unknown optimal Q-values, which are used to quantify the error of the approximation of the
Q-values provided by the main network. This process of using an approximation as a target for
another approximation is called bootstrapping. Bootstrapping with a separate target network has

been shown to substantially stabilize the learning process (Mnih et al., [2015).

4.2. Reward shaping

Reward shaping adjusts the rewards of the MDP to bias the learning algorithm towards desired

behavior. In its most general form, a shaped reward has the form:

R =R+ F, (3)

with R : § x A x § — R the expected reward function of the original MDP, which we augment
by the expected reward shaping function F' : § X A x § — R resulting in the modified expected
reward function R’ : § x A x S — R. Instead of learning a policy based on R, we now consider R’
and optimize the policy that maximizes the discounted sum of the adjusted rewards R’. Reward
shaping is an effective tool to steer agents towards desired behavior, as proven by an abundance of
success stories (Mataric, [1994; [Dorigo and Colombetti, [1994; |Devlin et al., |2011} [Efthymiadis and
Kudenko, 2013; Brys et al., 2014). However, when used improperly, reward shaping can adjust the
optimal policy of the MDP, leading to undesired behavior. Randlgv and Alstrgm, (1998) provide a
textbook example in their paper on how to learn an Al-agent to drive a bike to a certain target
location using reinforcement learning. To help the agent, additional rewards are given for moving
towards the target. Instead of going for the ‘finish reward’, the only reward in the original MDP,
the proposed shaping function pushes the agent into riding circles for ever, collecting much more
artificial rewards than it would get when reaching the desired location. This poses the question
on how much a reward can be manipulated, without changing the optimal policy of the original

problem. This condition is called policy invariance.

11



Ng et al. (1999) show how rewards should be shaped to guarantee policy invariance. They
introduce a potential function ®s : S — R that maps every state to an arbitrary value. Preferred
states (e.g., states which we visit following a desired policy), are given a high value, and vice versa.
The potential function is inspired by the potential, used in physics, denoting the potential energy
of a physical body in a certain state, relative to a reference state. Using this potential function, Ng

et al.| (1999) define a potential-based reward shaping function F': S x A x S — R as:

F(St,au 8t+1) = 'Y‘I)S(St+1) - ‘I’S(St)- (4)

Ng et al. (1999) prove that the optimal policy of the shaped MDP, (S, A, T,v, R + F), is also
optimal in the unshaped MDP, (S, A, T,~, R); with S the state space, A the action space, T
the next-state transition probabilities, R the original reward function and F' the reward shaping
function. Interestingly, policy invariance holds for any arbitrarily chosen ®g, as long as the reward
shaping function F' is in the specific potential-based reward shaping form .

Wiewiora et al.| (2003) extend the results of |[Ng et al.| (1999) by using potential functions based
on both states and actions, that is, ®s4 : S X A — R. This new potential function gives more
specific information to steer an agent towards desired behavior. Indeed, we can now give a value to
state-action pairs, instead of only to states. Wiewiora et al. (2003) introduce two potential-based
reward shaping functions, using the potential function ®g 4, i.e., look-ahead and look-back reward
shaping respectively. Look-ahead reward shaping uses the potential function of the next state-action
pair (S¢4+1,a¢+1), similar to |[Ng et al.| (1999), whereas look-back reward shaping uses the potential
function of the previous state-action pair (s;—1,a;—1) in a potential-based reward shaping function

F:8SxAxSx A~ R. We use the latter, defined as:

F(sg,ap,8t-1,a1-1) = Psa(st,ar) — 7 ' @sa(s1-1, a1-1). (5)

In general, one can not easily inject into as the former is dependent on the policy being
followed. In other words, using this reward shaping function, we cannot simply express a new MDP
with the adjusted reward function, F' + R, and thus also not claim policy invariance theoretically.
A notable exception to this case is when the followed policy is stationary (see also |Wiewiora et al.
(2003) for a theoretical justification). The reason is that, in expectation, the potential function
of the previous state-action pair can be expressed when the policy being followed is fixed. Thus,
under a stationary policy m we can define R' = R + F™, where I'™ denotes the dependency on the

stationary policy being followed, and claim policy invariance. In our work, the DQN algorithm

12



is updated in every training such that the followed policy is not stationary (and hence we cannot
theoretically claim policy invariance). Yet, we empirically confirm in Section |5 that shaped DQN
algorithms occasionally outperform the teacher policies, hinting that policy invariance may in fact
hold (even though such a result remains unproven to date).

We use look-back potential-based reward shaping introduced by Wiewiora et al.| (2003) by defin-
ing the potential function &g 4 according to a teacher policy. We propose the use of well-known
inventory heuristics as teacher policies to steer the DQN algorithm. Denote af(s) as the action

taken by the teacher policy in state s. We define the potential function ®s4 as follows:
Osa(s,a) = —k|al(s) —al,

with £ € R™ an arbitrarily chosen parameter to enforce the teacher’s advice more strongly. Thus,
the larger the difference between the action a taken in state s and the teacher’s action af(s) in
state s, the lower the potential function will be. By using this potential function in the look-
back potential-based reward shaping function of Wiewiora et al.| (2003), see (b)), we thus indirectly
promote actions which are in line with the teacher policy.

We acknowledge that Devlin and Kudenko (2012) introduce dynamic potential functions based
on states, which is extended by Harutyunyan et al. (2015)) to include dynamic potential functions
based on both states and actions. This approach gradually learns a potential function with a sepa-
rate learning method, by feeding it artificial rewards provided by a teacher. We tested this approach
by learning a potential function with a separate DQN, using the exact same hyperparameters as
the main DQN, with the only exception of a lower learning rate. We omit the in-depth description
of the method and results as our dynamic shaping implementation did not seem to have an impact
and generally converged towards unshaped DQN.

So far there is no proof available that when neural nets are used to approximate the value
function, the obtained policies will converge to the optimal ones. As such, previous potential-based
reward shaping literature has mainly focused on (tabular) reinforcement learning. We provide an
application of potential-based reward shaping in deep reinforcement learning. Although we cannot
make any theoretical claim, our results empirically suggest that policy invariance properties are

maintained under deep reinforcement learning.
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Experiment p CoV m L ¢ ¢, ¢ ¢, Issuing policy
1 4 050 2 1 5 1 7 3 LIFO
2 4 050 2 1 5 1 7 3 FIFO
3 4 050 2 1 5 1 10 3 LIFO
4 4 050 2 1 5 1 10 3 FIFO
5 4 050 2 2 5 1 7 3 LIFO
6 4 050 2 2 5 1 7 3 FIFO
7 4 050 2 2 5 1 10 3 LIFO
8 4 050 2 2 5 1 10 3 FIFO

Table 1: Eight parameter settings used to benchmark DQN with reward shaping against unshaped DQN and heuristics.

5. Numerical experiment

5.1. Ezperimental setup

We design different numerical experiments that each represent a specific perishable inventory
problem. We first set the lifetime (the shelf life once an order arrives) of the perishable good m = 2
and extend to longer lifetimes in Section[5.3] All instances have a per unit cost of lost sales ¢; = 5, a
per unit holding cost ¢, = 1, and a per unit order cost ¢, = 3. The lead time L varies between 1 and
2. Per unit perishing cost ¢, alternates between 7 and 10. Both FIFO and LIFO issuing policies
are considered. Demand is gamma-distributed with a mean pu = 4 and a coefficient of variation
CoV = 0.50. The parameters of the different settings can be consulted in Table

A limited, manual hyperparameter tuning resulted in adequate results in line with the benchmark
policies. We did not perform any advanced search to further optimize the hyperparameters due to
the high computational demands. Our analysis is thus conservative as better performance could be
obtained if the hyperparameters were tuned more extensivelyf_-] However, as we will show, reward
shaping reduces the sensitivity of the DRL performance with respect to the hyperparameters. Our
manual search suggested the following hyperparameter values. The number of nodes in the input
layer of the neural network equals the length of the vector describing the state. We thus have
(m + L — 1) input nodes. The number of nodes in the output layer is equal to the number of
possible actions, (¢mqz + 1); in all our experiments ¢y,q. is set to 10. Furthermore, we construct two

hidden layers with 32 nodes each, ReLU activation functions and Dense connections. The output

!The interested reader is referred to Moolayil (2019) for an in-depth description of hyperparameter tuning.
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layer has a Linear activation function, meaning that an output signal proportional to the input
signal is created. To gather experiences, we play several ‘games’ of K = 1,000 periods and store
experiences in a replay buffer of length M = 20,000. During each game of 1,000 periods, actions are
selected based on an e-greedy strategy: with a chance of (1 —€) we exploit the network’s knowledge
by taking the best action, and with a chance of € we take a completely random action to explore the
environment. The exploration parameter € is set to 1 at the beginning of the first game and decays
every game by multiplying it with 0.997, until a minimum of 0.01 is reached. After simulating 1,000
periods (one game), we add the 1,000 experiences to the replay buffer and sample a random batch
of N = 32 experiences, calculate the loss as mean squared error (see ) using a discount factor
v = 0.99 and update the network weights using a learning rate of 0.001 and the Adam optimizer
(Kingma and Bay, 2017). We define this as one training episode, which we repeat 2,000 times. Every
20 episodes (so every 20 x 1,000 periods), we update the weights of the target network.
[A] provides a summary of all employed hyperparameters.

Each (shaped) DQN algorithm is initiated 50 times, i.e., 50 neural networks per experiment are
trained with random weight initialization. The best-performing neural network of these 50 iterations
is retained. We benchmark the performance of DQN, with and without reward shaping, against
the base-stock and BSP-low-EW policy. The latter are also used as teacher policies to shape the
rewards using the look-back potential-based reward shaping function, as defined in . All policies
are evaluated based on the long-run average cost per period using Markov chain analysis. That
is, we find the steady-state distribution and expected cost of each policy. For the reward shaping
implementations, we set the parameter that determines the size of the shaping, k, to 50 as we have
found through experimentation that this value generally gives good results. The experiments where
m = 2 are sufficiently small such that optimal policies can be obtained with value iteration. In such
small settings, tabular Q-learning would also suffice witout relying on neural nets. Yet, we chose
to implement DQN as it allows scaling up to larger settings (see Section 5.3). At the same time it
also explores the use of potential-based reward shaping in deep RL.

Each neural network was built, compiled and trained using Keras: a commonly used, high-level
software library that runs on Tensorflow (Chollet} 2017). Training a model took around eight CPU
hours on an AMD EPYC" 7402 24-core processor, both for shaped and unshaped DQN, and there

were no notable training time differences between experiments.
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Experiment Cp Issuing
7 LFO
7 FIFO
10 UFO
10 FIFO
7 UFO
7 FIFO
10 UFO
10 FIFO

mIIIIIIﬂ
NNNN R R e

OPTIMALITY GAP (%)

BASE-STOCK BSP-LOW-EW UNSHAPED DQN SHAPED-B SHAPED-BLE

Figure 2: Optimality gaps of the teacher heuristics and the policies found by different DRL models (for m = 2).

5.2. Results for lifetime m = 2

Figuredisplays the optimality gaps of the two teacher policies (base-stock policy and BSP-low-
EW), the policy obtained by the unshaped DQN algorithm, and the two shaped DQN algorithms.
Shaped-B and shaped-BLE refers to the policies obtained by shaping the DQN with the base-
stock policy and the BSP-low-EW policy, respectively. When shaping with the base-stock policy as
teacher, we see that shaped DQN improves on the teacher but shows no significant improvement
over the unshaped DQN. This is because in most cases the unshaped DQN already performs better
than the base-stock teacher policy. When a better teacher is used, such as the BSP-low-EW policy,
we see that the shaped DQN clearly outperforms the unshaped counterpart. Furthermore, in four
out of eight experiments where the BSP-low-EW policy performs sub-optimal, the student DRL
algorithm outperforms the teacher, which is the best policy we know to date. In other words,
potential-based reward shaping allows students to deviate and even improve on their teacher in
search for the true optimal policy.

When the state space has two dimensions, we can visualize and interpret the different replen-
ishment policies (as well as their steady state probabilities), as we do in Figure [3| for experiment 1
(LIFO) and 2 (FIFO). Experiment 3 and 4 are excluded from the visual analysis as they yielded
similar results. For each heat map the z-axis represents the number of units in stock of age 2 and

the y-axis the number of units in stock of age 1. The top row of each experiment visualizes the order
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quantity of the respective policy given the number of units in stock of age 1 and 2. The bottom
row provides the steady state probabilities of the respective policy, i.e., the probability of being in
a state when following a certain policy. In general, we see that most policies tend to aim for states
which have some units of age 1 in inventory, while keeping the units of age 2 low, in an attempt to
avoid perishability. For the same reason we observe that orders will be higher when using a FIFO
issuing policy compared to a LIFO policy.

In contrast to the base-stock policy (which only has one parameter), the BSP-low-EW policy has
the flexibility to resemble the optimal policy to an acceptable degree in experiment 2 (FIFO). Yet,
it does not manage to do so in experiment 1 (LIFO). This confirms our finding that the optimality
gaps of BSP-low-EW are higher under LIFO. In both experiments we observe that unshaped DQN
performs poorly and lacks the creativity to learn beyond a (semi-)constant order policy. Using
shaping, however, we see that the DQN can be manipulated towards the optimal policy, such that
their steady state probabilities closely resemble those of the optimal one.

Apart from improving the performance of the best trained neural network for each DRL model,
we have also found that shaping improves the learning process: the average cost performance and
variability is substantially lower compared to unshaped models. The top part of Figure [ displays
the average learning curve of the different DRL models in one experiment (see experiment 2 in
Table , smoothed over 10 periods, visualized with 95% confidence intervals (we have observed
similar training curves for the other experiments). One can clearly see that shaping lowers the
variability and average optimality gap. In other words, when training one neural network, there
is a higher probability of finding a ‘good’ policy with reward shaping compared to the unshaped
model. That means that even if the best iterations of the Shaped-B models did not differ by much
compared to those of the unshaped DQN, there is still value in shaping with an inferior teacher
because it stabilizes the training process and will develop better policies compared to the unshaped
model on average. The fact that the training is more stable may build trust for firms to use reward
shaping, even if DRL remains a so-called black box method.

The bottom part of Figure [4] displays the learning curves of the best iterations of each DRL
model for experiment 2 with m = 2, smoothed over 10 periods (other experiments revealed similar
graphs). While the final performance of shaped-B and unshaped DQN is similar (see also Figure ,
we observe that the learning process of the shaped DQN is faster and more stable. Hence, even
an inferior teacher policy, such as the base-stock policy, can be instrumental as the shaped model

will require less computation time to obtain the same performance. Thus, computational savings
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Experiment 2 (FIFO)

Order7
OPTIMAL BSP-LOW-EW UNSHAPED DQN SHAPED-B SHAPED-BLE
0 0 0 0 0 E 0 6
— 0 0 0 0 — [ — TR T all 0 O o 0 -
& & & & & & 5
o 1 i 000 e o [ElS 3 s 0 0 o
s 1 [ s 1 0 s [ s = 3 s 0 0 s a
3 3 3 ] 3 3
8 2 0 8 2 0 8 0 8 = 3 8 0 o 8
£ 2 ! R 2 1 < q - = AR £ ’
2 3 2 e s 2 2 2 s 3 Pz 3 3 2 )
5 3 Kl S 5 |4 K] 5 H S E 3 5 4 4 4 5
4 4 6 4 4 3 3 4 4 1
i i
3 6 0 3 6 3 6 6
Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 o
Steady state probability
OPTIMAL BSP BSP-LOW-EW UNSHAPED DQN SHAPED-B SHAPED-BLE 0.6
- - - - - - 0.5
@ @ o @ o @
7 7 7 7 7 7 04
s s s s s s !
™ ™ ™ ™ ™ ™
] ] ] ] ] g
S S 2 2 2 S 03
@ @ @ @ @ @
£ £ = = £ £
2 2 2 2 2 2 0.2
€ € € € < €
S S B S E S
0.1
o 3 6 0 3 6 0 3 é 0 3 6 0 3 6 0 3 6
Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 Units in stock of age 2 0.0

Figure 3: Visualization of different policies and steady state probabilities in experiment one and two (with m = 2).
For each map, the z-axis represents the units in stock of age two, while the y-axis represents the units in stock of
age one. The top row of each experiment represents the policy, i.e., the number in the heat map denotes the order

quantity. The bottom row provides the steady state probability, i.e., the probability of being in each specific state.

do not arise because a superior policy is found, but because the same policy can be found at lower
computational cost. Note, however, that the computational requirements needed to optimize the
teacher policy should be taken into account. Nonetheless, in our setting the computational effort

for tuning the teachers is negligible compared to the requirements for training the neural networks.
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Figure 4: Optimality gap of the average (top panel) and best (bottom panel) learning curves of the different DRL
models for experiment 2 with m = 2, smoothed over 10 periods. The shaded areas around the curves in the top part

represent 95% confidence intervals.

5.3. Extending the experiment to longer lifetimes

We test the robustness of our results by extending the product lifetime to m = {3,4,5}, while
keeping the other parameters the same. As these problems are too large to obtain the optimal
policy numerically, performance is reported relative to the BSP-low-EW policy. Moreover, due
to the increased dimensionality, average cost per period is calculated via simulation, rather than
Markov chain analysis. Simulations were run for 25 iterations of one million time steps each, of
which the first thousand are warm-up periods to eliminate the effect of the starting inventory. For
the DQN algorithms, we used the same hyperparameters as those for the experiments with lifetime
m = 2, except for the number of neurons in the input layer which are dependent on the lifetime.

Figure [5| shows that when the product lifetime m increases, the base-stock policy’s relative
performance ameliorates and often surpasses unshaped DQN. As a result, contrary to the experiment
in which m = 2, shaping with the base-stock policy now has a positive effect, resulting in an improved
performance of reward shaping compared to unshaped DQN, and even exceeding its teacher most of
the times. Likewise, the use of the superior BSP-low-EW policy as teacher yields an improvement
compared to unshaped DQN, as was the case for m = 2. This underpins the importance of a good

teacher heuristic, and as such motivates research on inventory theory. It must be noted, however,
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Figure 5: Relative cost difference compared to the BSP-low-EW policy of all different policies in eight settings (see
Table for lifetimes m = {2,3,4,5}. For m = {3,4,5} the long-run average cost per period is calculated via

simulation, rather than Markov chain analysis. We therefore provide 99% confidence intervals for these settings.

that the shaped models seldomly outperform the BSP-low-EW policy in the experiments with
m = 3,4 and 5. As the base-stock policy (which is dominated by BSP-low-EW) is asymptotically

optimal for increasing m for zero lead times (Bu et al., [2020)), it is suspected that the optimality

gaps of both heuristics decrease as m gets larger, also for the small lead times considered in these
experiments. Thus, although theoretical results lack, we speculate that the performance of BSP-
low-EW ameliorates for increasing m. This makes it very hard, or even impossible, for the shaped
models to outperform the BSP-low-EW.

As m increases, it can be observed that the performance of unshaped DQN relative to the BSP-
low-EW policy decreases considerably in some settings. We note that our results are conservative
as the DRL algorithm was initially (limitedly) tuned for experiments with lifetime m = 2. However,
with shaping, performance can be increased to a point at which it does not matter that the model
was not tuned for the problem it tries to solve. These results suggest that reward shaping can reduce

computationally costly hyperparameter tuning, if a good teacher heuristic is available. Furthermore,
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it underlines the practical relevance for companies who want to deploy DRL models without hassle.

6. Conclusion

Potential-based reward shaping is an easy and elegant technique to manipulate the rewards of
an MDP, without altering its optimal policy. We have shown how potential-based reward shaping
can transfer knowledge embedded in heuristic inventory policies and improve the performance of
DRL algorithms when applied to inventory management. We implemented DQN to the perishable
inventory problem by shaping rewards using a base-stock and the BSP-low-EW policy as teacher
policies. Whereas the former is widely used in practice, the latter is the best known heuristic to
date. Our results show that reward shaping generally has a positive impact. When using potential-
based reward shaping functions, we find that the average performance of DRL improves, both when
using the base-stock and BSP-low-EW policy as teacher, and the training process becomes much
more stable with reward shaping. When the teacher policy is superior to unshaped DQN, reward
shaping generally outperforms their unshaped counterparts and occasionally also their teachers.
If, however, the teacher policy performs worse than the unshaped DQN, reward shaping does not
improve on their unshaped counterparts. Yet, with reward shaping the DQN will learn more per
episode, meaning that it will find a better policy than unshaped DQN given a defined computation
time. Thus, measuring time until a certain target performance is reached, reward shaping does
reduce the total computation time (and cost), even when using an inferior teacher.

Our results show that good replenishment heuristics can improve the performance of DRL.
Research on tractable inventory policies thus still remains desired, even in the (emerging) presence
of general-purpose DRL algorithms. The technique presented in this paper exploits existing well-
performing teacher heuristics and is simple to implement, regardless of the specific DRL algorithm
and inventory problem. We believe that this may enable companies to deploy DRL models more
easily, without the burden of extensive hyperparameter tuning. By open-sourcing our codeﬂ we
hope this work can serve as a primer for future projects, hence paving the way for DRL to practical

inventory applications.

2All code can be consulted via following Github Repository: https://github.com/bramdemoor-BE.
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Appendix A. Hyperparameters

Table presents the hyperparameters of the DQN algorithm used in all settings for both

shaped and unshaped DQN.

Hyperparameter name

Hyperparameter used

Hidden layers

Connection

# nodes input layer

# nodes output layer

# nodes hidden layers
Activation function hidden layers
Activation function output layer
Loss

Optimizer

Discount factor ()

Epsilon decay

Minimum epsilon

Learning rate

Training episodes

Batch size (N)

Target network update

Replay buffer length (M)

2

Dense

m+L—1

Gmaz +1

32

ReLU

Linear

Mean Squared Error
Adam

0.99

0.997

0.01

0.001

2,000

32

Every 20 episodes
20,000

Table A.2: Hyperparameters used when training DQN. In all settings, these hyperparameters are kept constant, both
for unshaped DQN and shaped DQN.
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